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Outline

What did we learn so far ?

Financial Data Over Time

Alternative Data and Applications

ML and Applications

A Few Words About Disruption (and warnings)
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What did we learned so far ?
Lecture 1: Markowitz’s Portfolio Theory

• Theory: mean-variance framework

• Model: E[r̃i] = ?
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What did we learned so far ?
Lecture 2: The CAPM

• Theory: mean-variance framework + Market equilibrium

• Model: E[r̃i − rf ] = βi × (rm − rf )
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What did we learned so far ?
Lecture 3: More data, more factors

• Theory: No theory !

• Model: E[r̃i] = αi + β1
i × (rm − rf ) + β2

i × SMB + β3
i × HML + ϵi
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k βk

i × Factork + ϵi
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What did we learned so far ?
PC Lab#3: A Media Attention Factor ? – Great job overall
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What did we learned so far ?

• Theory: No theory !

• Model(s): E[r̃i] = αi + β1
i × (rm − rf ) +

∑N
k βk

i × Factork + ϵi

What do we know and
what is missing ?

4 / 82



What do people know?
Mental Models of the Stock Market, 2023

• Very (very) new research paper!

• Research question: Which mental models underlie stock return expectations ?

– Market efficiency and risk factors (= what we’ve learned)

– Mispricing or equilibrium neglect
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https://ideas.repec.org/p/ajk/ajkdps/259.html


Mental Models of the Stock Market, 2023
A thought experiment

→ Your answer will depend of what is your model of the stock market
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Mental Models of the Stock Market, 2023
Sample
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Mental Models of the Stock Market, 2023
Experiment
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Mental Models of the Stock Market, 2023
Experiment
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Mental Models of the Stock Market, 2023
Results
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Mental Models of the Stock Market, 2023
Results
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• Theory: No theory !

• Model(s): E[r̃i] = αi + β1
i × (rm − rf ) +

∑N
k βk

i × Factork + ϵi

What do we know and
what is missing ?
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What did we learn so far: Limitations

• Only traditional financial data
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What did we learn so far: Limitations

• Only traditional financial data

• Explaining the cross section of expected
return vs. predicting returns?
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What did we learn so far: Limitations

• Only traditional financial data

• Explaining the cross section of expected
return vs. predicting returns?

• The asset pricing world is linear
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1952 2022

1964Pre-1950

1976

1993

Bloomberg = data!
1981

Internet = more data!
2000

2011

The « Chaos »

Portfolio Theory

CAPM

APT

3-Factor Model

Factor « zoo »

Big data = too much data!
Machine Learning

You!

IBM-Microsoft
1980



Today: Alternative Data + ML
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Part I :
Alternative Data



A Brief History of Financial Data

• Financial econometrics has been
driven the availability of financial
data

• In 1800, how many stock markets?

Only 4 in the world : London,
Amsterdam, Paris and the US

• From 1815 to 1925, data from 3
major newspapers in the US : The
New York Shipping List, The New
York Herald and The New York
Times (Goetzmann et al., 2001)
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A Brief History of Financial Data

→ Before the 1960s, financial data was scarce and almost impossible to compile
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A Brief History of Financial Data

• Digitization: Ultronics Systems (1964), Reuters (1973) and Bloomberg (1981)
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A Brief History of Financial Data

• 1960s-2000s, financial research was mainly driven by relatively small data sets
• Mostly price data (end-of-day quotes): low frequency
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A Brief History of Financial Data

• From the 2000s, high-speed Internet diffusion allowed a better, faster access to
larger datasets

• Prices + balance sheet data + news
• Still small compared to today standards: 1850 assets × 12 months × 20 years
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A Brief History of Financial Data

• Today, finance professionals have relied on data terminals from companies such
as Refinitiv (see Eikon Terminal) or Bloomberg (see Bloomberg Terminal)

• The major breakthrough in data-driven finance is to be seen in the programmatic
availability of data via application programming interfaces (APIs)

• Still, some limitations: subscription is expensive ($22,000 per year for Eikon,
$27,660+ for Bloomberg)
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Today : OpenBB [Link]

• OpenBB: Python-based integrated environment for investment research
• Open-source Bloomberg-like
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https://openbb.co/products/terminal


Beyond Financial Data
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Satellite Data

• Free access : Sentinel Copernicus (UE), NASA, USGS
• High frequency (every hour)
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Text as Data
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Text as Data
First attempt of textual analysis
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First attempt of textual analysis
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Credit Card Data

• Private data (e.g., see Quantinomics)
• Very high frequency
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https://www.gsam.com/content/gsam/global/en/market-insights/gsam-insights/quantinomics/credit-card-data.html




Beyond Financial Data

• Text: newspapers, twitter, companies’ reports
• Images: satellite data
• Audio, videos
• Real-time consumption: credit card data
• Much more: search trends, web traffic, supply chain, energy production, etc.

31 / 82



Alternative Data :
Recent Applications to

Asset Pricing



How Is This Useful in Asset Pricing ?
Example 1 : The Wisdom of Twitter Crowds (Azar and Lo, 2016)

• Research Questions :

1. Do user messages contain relevant information for asset pricing ?

2. Can this information be inferred from more traditional sources, or is it truly
new information ?

3. Can social media data help predict future asset returns and shifts in
volatility ?

• Context: analysis of a recurring event that has a high impact on asset prices :

→ Federal Open Markets Committee (FOMC) meetings
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The Wisdom of Twitter Crowds (Azar and Lo, 2016)
Context : Federal Open Markets Committee

• Eight times a year, the FOMC meets to determine monetary policy

• Decisions made by the FOMC are highly watched by all market participants +
significantly affect asset prices
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The Wisdom of Twitter Crowds (Azar and Lo, 2016)
Tweets as Data (1)

• New dataset of tweets that cite the Federal Reserve

– Period : 2007–2014
– Tweets that mentioned FOMC or Federal Reserve (Topsy API)
– Tweets that mentioned “Bernanke” or “Yellen” (Why ?)

• Using NLP methods, they assign a polarity score to each tweet

35 / 82

https://alo.mit.edu/wp-content/uploads/2017/03/Wisdom-of-twitter-crowds.pdf


The Wisdom of Twitter Crowds (Azar and Lo, 2016)
Tweets as Data (2)

• Tweet sentiment use Python package called Pattern (De Smedt et al., 2012)
• Each tweet is associated with a polarity score between –1 and +1

36 / 82

https://alo.mit.edu/wp-content/uploads/2017/03/Wisdom-of-twitter-crowds.pdf


The Wisdom of Twitter Crowds (Azar and Lo, 2016)
Tweets as Data (3)

• Tweets are associated with the number of followers of their user (used as weight)

Figure 1 – Polarity Figure 2 – Number of tweets
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The Wisdom of Twitter Crowds (Azar and Lo, 2016)
Empirical Analysis

• Baseline equation estimated by OLS :

rt − rf = α+ β1 IFOMC,t + β2TweetPolarityt−1 + β3 IFOMC,t × TweetPolarityt−1

+ γ1HMLt + γ2SMBt + γ3UMDt + γ4VIXt + γ5(rt−1 − rf ) + ϵt

• Coefficient of interest = β3

• rt − rf = Daily Excess Return of the market (Why to use a lag ?)
• HML, SMB, UMD ≈ Fama-French factors = controls (something to say ?)
• VIX = Volatility Index
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The Wisdom of Twitter Crowds (Azar and Lo, 2016)
Results

39 / 82

https://alo.mit.edu/wp-content/uploads/2017/03/Wisdom-of-twitter-crowds.pdf


The Wisdom of Twitter Crowds (Azar and Lo, 2016)
Performance of the Twitter-Enhanced Trading Strategy
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A bit more
sophisticated :

Ke, Kelly and Xiu, 2019



How Is This Useful in Asset Pricing ?
Predicting Returns with Text Data (Ke, Kelly, Xiu, 2019)

• This paper revisits the most studied text-based research question in finance:

→ Do business news explains and predicts observed asset price variation ?

• Many finance papers manage the text dimensionality challenge by:

– restricting their analysis to words in pre-existing sentiment dictionaries
– using ad hoc word-weighting schemes

• This paper: machine learning techniques can be used to understand the
sentimental structure of a text corpus without relying on pre-existing dictionaries
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Predicting Returns with Text Data (Ke, Kelly, Xiu, 2019)

• Key aspect: learning the sentiment scoring model from the joint behavior of
article text and stock returns – rather than taking sentiment scores off the article

• Idea: find individual terms – positive or negative – that most frequently coincide
with returns of the same sign

• Three steps :

1. isolate a list of sentiment terms via predictive screening
2. assign sentiment weights to these words
3. aggregate terms into an article-level sentiment score via penalized likelihood

• Empirical analysis :

– text-mining one of the most actively monitored streams of news articles
– supervised sentiment model excels at extracting return-predictive signals
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Predicting Returns with Text Data (Ke, Kelly, Xiu, 2019)
Data : Dow Jones Newswires (1.56 billion-article database)

• 38-year of data
• Time-stamped articles + tagged with identifiers of firms involved
• Match articles with stock return data from CRSP
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Predicting Returns with Text Data (Ke, Kelly, Xiu, 2019)
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Predicting Returns with Text Data (Ke, Kelly, Xiu, 2019)
Results

• Simple trading strategy that buys assets with positive recent news sentiment and
sells assets with negative sentiment

• The portfolio based on the model delivers excellent risk-adjusted out-of-sample
returns

• Moreover, it outperforms a similar strategy based on scores from RavenPack (the
industry-leading commercial vendor of financial news sentiment scores)
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Predicting Returns with Text Data (Ke, Kelly, Xiu, 2019)
Results: Long-term portfolio performance
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Predicting Returns with Text Data (Ke, Kelly, Xiu, 2019)
Results: Short-term arbitrage opportunities
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So, it’s improving markets’ efficiency ?

Hmmmmm, let’s see...
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On the Capital Market Consequences of Alternative Data:
Evidence from Outer Space (Katona et al., 2022)

• Tom Diamond: co-founder of
RS-Metrics

• In 2009, visit his brother who worked
for DigitalGlobe, a company that sells
satellite photos

• Finding: the number of cars in a
retailer’s parking lots accurately
predicts the company’s revenues

• Created a company, became
extremely rich

49 / 82
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RS-Metrics (> $100M)
Example of Data Use : The Case of China Recovery
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On the Capital Market Consequences of Alternative Data:
Evidence from Outer Space (Katona et al., 2022)

• Researchers asked the Diamond brothers for their retail-parking-lot data
• Daily car counts conducted from 2011 to 2017 at 67,000 stores representing 44

major U.S. retailers, among them Costco, Nordstrom, Starbucks, Target,
Walmart, and Whole Foods.
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On the Capital Market Consequences of Alternative Data :
Evidence from Outer Space (Katona et al., 2022)

• Sophisticated investors with access to satellite data formulate profitable trading
strategies :

During the weeks before a retailer reported quarterly earnings, if you had bought
its shares when parking-lot traffic increased abnormally, and sold its shares when it
declined, you would have earned a return that was 4.7 percent higher than the
typical benchmark return [...]

• Use of satellite imagery creates opportunities for sophisticated investors at the
expense of small individual investors

[...] Exacerbate capital income inequality between more sophisticated investors,
who can afford to acquire costly private information, and less sophisticated
investors, who have little access to private information.
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Credit-Card Data Adds Volatility to Markets

– On Oct. 5 2015, credit-card data supplier sent a note to clients saying Netflix’s
streaming subscriber numbers were below consensus at the end of the 3rd quarter

– On Oct. 18, shares increased by 19% after Netflix beat consensus estimates
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Part II : NewMethods
ML in Asset Pricing



Low-Tech Finance : Linear Regression
• OLS = one of the central tools in financial

econometrics

• Many reasons why, can you guess ?

– Centuries old (18th-century technology,
mastered by Gauss in 1794)

– Simplicity: mathematics of OLS is easy
to understand and to implement

– Scalability: no limit regarding the data
size to which OLS can be applied

– Speed: OLS regression is fast to
evaluate, even on larger data sets

– Availability: efficient implementations
many programming languages
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Low-Tech Finance : Linear Regression
Limitations

• The application of OLS regression rests on a number of (strong) assumptions :

• Can you guess ?

1. Linearity: The model is linear in its parameters, with regard to both the
coefficients and the residuals

2. Independence: variables are not perfectly (to a high degree) correlated with
each other (no multicollinearity)

3. Number of observations ≫ number of parameters

• Many modern asset pricing questions contradict (1), (2) and/or (3)
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How to Apply ML in Asset Pricing ?

• Dimensionality and Independence: we have seen last week that Penalized
Regressions : LASSO, Ridge, Elastic-Net

• Non-linearity: Regressions Trees and Random Forests, RNN, DNN, etc.

• What would YOU do ?
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Empirical Asset Pricing via Machine Learning (Gu et al.,
2020)

• Perform a comparative analysis of machine learning methods for the canonical
problem of empirical asset pricing: predicting asset returns (i.e., measuring asset
risk premium)

• Researchers demonstrate large economic gains to investors using machine
learning forecasts

• In some cases, doubles the performance of leading regression-based strategies
from the literature

• They identify the best-performing methods (trees and neural networks) and trace
their predictive gains to allowing nonlinear predictor interactions missed by other
methods

• All methods agree on the same set of dominant predictive signals, a set that
includes variations on momentum, liquidity, and volatility
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Empirical Asset Pricing via Machine Learning (Gu et al.,
2020)

• Large-scale empirical analysis, investigating nearly 30,000 individual stocks over 60 years
from 1957 to 2016

• Predictor set includes 94 characteristics for each stock, interactions of each
characteristic with 8 aggregate time-series variables, and 74 industry sector dummy
variables → totaling more than 900 baseline signals

• Divide the 60 years of data into 18 years of training sample (1957–1974), 12 years of
validation sample (1975–1986), and the remaining 30 years (1987–2016) for
out-of-sample testing

• Many models : OLS with all variables (OLS), OLS using only size, book-to-market, and
momentum (OLS-3), PLS, PCR, elastic net (ENet), generalize linear model (GLM),
random forest (RF), gradient boosted regression trees (GBRT), and neural networks
with 1 to 5 layers (NN1–NN5).
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Empirical Asset Pricing via Machine Learning
First step : Model error
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Empirical Asset Pricing via Machine Learning
Second step : ML-portfolios performance

• They design a new set of portfolios to directly exploit machine learning forecasts

• At the end of each month, they calculate 1-month-ahead out-of-sample stock return
predictions for each method

• Sort stocks into deciles based on each model’s forecasts and reconstitute portfolios each
month using value weights

• Construct a zero-net-investment portfolio that buys the highest expected return stocks
(decile 10) and sells the lowest (decile 1).
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Empirical Asset Pricing via Machine Learning
Second step : ML-portfolios performance

62 / 82



Empirical Asset Pricing via Machine Learning (Gu et al.,
2020)

• A portfolio strategy that times the S&P 500 with neural network forecasts enjoys an
annualized out-of-sample Sharpe ratio of 0.77 versus the 0.51 Sharpe ratio of a
buy-and-hold investor

• A value-weighted long-short decile spread strategy that takes positions based on
stock-level neural network forecasts earns an annualized out-of-sample Sharpe ratio of
1.35, more than doubling the performance of a leading regression-based strategy from
the literature
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To go further : Deep Learning Asset Pricing
Link to the paper
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https://economics.yale.edu/sites/default/files/deep_learning_in_asset_pricing.pdf


(Re)-imag(in)ing Price Trends
Link to the paper

• Technical analysis: (old-school) trading method based on the observation of
statistical trends, such as price movement and volume.

• This paper: Test trend-based predictability using methods that flexibly learn
price patterns that are most predictive of future returns
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Wealth
Mangement
Disruption?



Available data + open-source algorithms : RobinHood

• Online retail brokerage company founded in 2013
• No brokerage fees, which allowed clients to buy and sell single shares of stocks.
• Attracts customers with many tech. innovations, e.g., friendly mobile-first user interface
• As of mid-2020, RH had attracted a clientele of over 13 million investors
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Available data + open-source algorithms : QuantConnect

• Open-source platform with two-sides :

– Algorithm-developer members who developed and tested for free

– Investor-members pay a subscription to get funds managed by the winning algorithms
• Successful developer-members could get a royalty or commission from investor-members
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Available data + open-source algorithms : Many more !



Warning



Machine Learning + Alternative Data is not a Magic
Formula
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Long-Term Capital Management: John Meriwether

• Education : Northwestern University + MBA degree from the University of Chicago
• Moved to New York City, where he worked as a bond trader at Salomon Brothers.
• In 1991, he was caught in a Treasury securities trading scandal
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Long-Term Capital Management

→ 1997 Nobel Prize of Economics for the Black-Scholes-Merton formula
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Long-Term Capital Management : $4.7 billion of AUM in
1998

→ $1.01 billion in capital in 1994. Leverage : 27/1
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Long-Term Capital Management
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Long-Term Capital Management : 1998 Russian financial
crisis

→ $4.6 billion losses in less than 4 months
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Long-Term Capital Management : The Aftermath

• The Federal Reserve Bank of New York
organized a bailout of $3.625 billion by the
major creditors to avoid a wider collapse in
the financial markets

• UBS CEO had to resign

• R. Merton and M. Scholes won the Nobel
Prize. Merton is still Professor at MIT today

• John Meriwether started two new hedge funds
(JWM Partners and JM Advisors)... and failed
twice
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What do we learned ?

• Alternative data + machine learning algorithm = huge progress in predicting
stock returns

• For you: tons of exciting job opportunities

• Financial markets remain a mystery, investing comes with high risks

• Bigger picture: How is it useful ? Welfare implications ?

– Responsible investing ? → Next week !
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